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Collaborative Research: Automated and community synthesis of the tree of life 
 
The realization that all organisms on Earth are related by common descent [1] was one of the most 
profound insights in scientific history. The goal of elucidating the phylogenetic relationships of all species 
- building the complete tree of life - has since emerged as one of the grandest and most daunting scientific 
challenges ever undertaken. The scope of the problem is immense: current estimates of the number of 
species range from 1.8 million [2] to 8.7 million [3], but these largely ignore microbial diversity, 
discovery of which is increasing rapidly with environmental sequencing [4]. In recent decades, much 
progress has been made on resolving the tree, and today a vibrant community of systematists continues to 
generate new phylogenetic knowledge at all depths of ancestry. However, despite 150 years of effort, 55 
AToL projects, and numerous other projects, we lack a comprehensive tree of life. In this proposal, we 
describe a plan to establish a community-driven, continually updated estimate of the entire tree, and 
develop new software tools and methods for merging and sharing data. By engaging the systematics 
community with these resources, our overarching goal is to cultivate ongoing synthesis on a large scale, in 
a manner that will transform current cultural norms in the field. 
 
Our motivation stems from two primary observations about current practices in systematics that inhibit 
synthesis. First, research efforts are disjoint, with grants and publications generally focusing on isolated 
branches. More importantly, the results of such research - new knowledge about the tree of life - are 
overwhelmingly disseminated solely as static images and text in the pages of journal articles, despite the 
availability of public data repositories such as TreeBASE [5] and Dryad [6]. In short, from a veritable fire 
hose of systematic knowledge, almost none is captured in digital reservoirs, and very little is synthesized 
across clades, notably because the systematics community lacks compelling means and incentives for 
sharing and re-using data for the purpose of large-scale synthesis. 
 
The time is ripe to overcome these limitations. The broader scientific community has increasingly come 
to appreciate the value of phylogeny - that it provides a mechanism through which to interpret the patterns 
and processes of evolution and to predict the responses of life to rapid environmental change. Just as 
sequencing the human genome provided numerous, largely unanticipated new insights, reconstructing the 
entire tree of life will similarly fuel fundamental research on the nature of biological diversity and its 
relationship to our well-being. Phylogenies and phylogenetic methods are now being used to enhance 
agriculture [7], identify and combat diseases (in humans and crops [8, 9], conserve biodiversity [10, 11], 
and predict responses to global climate change [12, 13] and to biological invasions [14]. 
 
The novelty of this proposal is the focus on synthesis of published phylogenetic data. It rests on the 
premise that producing a comprehensive, continually updated tree of life must be a community-based 
endeavor.  To this end, we have four primary objectives: 

1. Build and make publicly available the first complete draft tree of life 
2. Engage the community in refinement and annotation of the draft tree 
3. Promote a culture of data sharing among systematists 
4. Develop, disseminate, and evaluate novel methods for phylogenetic synthesis 

We will meet these objectives through a combination of data synthesis, software development, 
community outreach, and methodological research. Our philosophy throughout this project is to be as 
open as possible, developing software under open-source licenses, providing the same access to data and 
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methods to users as to members of the project team, allowing for both browser-based and programmatic 
access to data and maintaining a constantly-updated online presence of the project status.  

A. Building a comprehensive draft tree of life 
In the first year of the project we will assemble a first-draft version of a comprehensive tree for all named 
species (referred to here as the “Big Bang Tree").  This tree will capture the depth of knowledge we have 
about biodiversity on Earth, including that there has been a single origin of life that gave rise to three 
major domains (i.e. eukaryotes, archaea, bacteria).  The Big Bang Tree will both highlight the 
considerable advances in reconstructing phylogenies within relatively well-sampled clades such as plants, 
animals and fungi, and illustrate the tremendous diversity of lineages, many of which are microbial, that 
are poorly represented in phylogenetic analyses.  Finally, the Big Bang Tree will provide a tool to 
visualize our knowledge of both vertical and lateral phylogenetic events in the history of life, allowing 
users to conceptualize the high levels of exchange that have been estimated among microbial lineages. 
 
Building the Big Bang Tree will involve four main lines of activity: (1) identifying and aggregating 
source phylogenies, (2) supplementing phylogenetic data with taxonomic data for completeness; (3) 
developing software to host the tree on the Internet; and (4) providing a highly intuitive, visually 
engaging online interface for users to browse, search, and contribute improvements to the tree.  
 
We will first exploit existing databases for those parts of the tree of life that have been the focus of 
phylogenetic analyses. Table 1 lists the resources from which we will obtain the first set of data for 
synthesis.  
 

Resource Taxonomic Scope Scale 

TreeBASE, treebase.org Any 6500 published trees 

ToLWeb, tolweb.org Eukaryotes 7,957 clade pages 
5,094 species pages 

PhyLoTA, phylota.net Eukaryotes ~125,000 gene trees 

GreenGenes, 
http://greengenes.lbl.gov/ 

Archaea and Bacteria 16S rRNA tree 
~83,000 OTUs 

Table 1: Existing phylogenetic resources with digital data that we will incorporate into the Big Bang Tree. 
 
Next, AToL grants and other systematics endeavors will provide community-validated subtrees and data 
sets for our Big Bang Tree effort. These projects are assembling densely-sampled trees for many clades in 
the tree of life and also working to resolve key polytomies, such as the base of modern birds. PIs Crandall 
(arthropods), Katz (microbial eukaryotes), Hibbett (fungi, nucleariids, microsporidia), and Soltis (green 
plants, red algae) will supervise post-docs who will curate matrices and trees for major subclades (see 
letters of collaboration with commitments to share data).  We plan to incorporate phylogenies that include 
both extant and extinct species. These outreach efforts will continue to refine and improve the tree in 
years 2 and 3.  
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Due to the fact that many species have yet to be included in modern phylogenetic analyses, we will fill in 
gaps with taxonomic data. Classifications provided by the Global Names Initiative [15] provide a flexible, 
powerful starting point, and their GNITE interface enables efficient taxonomic editing. For example, 
during preparation of this proposal, the entire fungal section was updated in a matter of hours using 
information from Index Fungorum. Collaboration with this initiative (see letter from David Patterson) 
will avoid duplicated effort toward producing scalable, community-editable taxonomies. This will allow 
both projects to benefit from lessons learned about community editing. The incorporation of taxonomic 
data is the only way to provide a draft tree that contains all named species, and one of our early goals is to 
provide quantitative and visual exploration of the state of our phylogenetic knowledge relative to overall 
biodiversity.  
 
Synthesis of this Big Bang Tree will use a combination of new and existing analytical approaches 
(supertree and similar methods [16, 17]) and simple merging and grafting techniques [18, 19]. There will 
be continuing research conducted on this topic throughout the three years (see section “Novel Methods 
for Phylogenetic Synthesis”). However, for the first year we will encourage plurality and accommodate 
multiple methods of integration. The availability of a large collection of input trees, including large, well-
accepted and well-supported single phylogenies from AToL and similar projects, provides an excellent set 
of empirical data against which to test our methods for synthesis. At least for the first year, we will 
largely focus on existing supertree, grafting, and supermatrix implementations with the understanding that 
other methods will be employed as they are developed either within the group or by other researchers.  
 
Once we have constructed the initial Big Bang Tree, we will explore methods for assessing its quality, 
including analysis of clade support values, quantifying phylogenetic vs. taxonomic coverage and 
highlighting areas of conflict, including detecting instances of reticulation. For the purposes of 
constructing and presenting the first version of the Big Bang Tree, we do not propose to develop new 
methods for incorporating reticulation, but we will instead provide a means to visualize these events on 
the Big Bang Tree, highlighting their greater frequency in microbial lineages compared to plants and 
animals). The development of new methods in this area will be the subject of additional research in tree 
building (see below). 
 
We stress that our goal is to build an initial, maximally comprehensive tree hosted on an interactive 
software platform. Our subsequent emphasis will be to inspire the community of systematists to undertake 
synthesis on the scale of the entire tree of life and to change the cultural norms for sharing phylogenetic 
data in digital, reusable formats.  

Publishing the Big Bang Tree  
To engage the public, educational, and scientific communities, we will launch a broadly focused website 
called OpenPhylo, accompanied by an extensive traditional and social media campaign. Developed under 
the oversight of PI Gude, a professional information designer and artist, the site will exhibit a wide 
variety of visual content for media outreach, including an interactive infographic that explains the tree of 
life, a video that takes the visitor on a narrated tour of the tree, and a compelling logo that we hope will 
become the new icon for evolution. The home page will be dynamic and visually exciting, with 
continually updated photo slideshows, curation updates, news and Twitter feeds. Primary sections will 
target different audiences, e.g., content for novice visitors will explain basic concepts of phylogenetics in 
simple terms.  
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A central goal of OpenPhylo is to enable the systematics community to annotate and revise the Big Bang 
Tree. For researchers, the ability to display and determine conflicting relationships and alternative 
topologies is very important. OpenPhylo will accommodate the discovery of such conflict and provide a 
means to visualize and access alternate hypotheses. However, many users of the tree such as ecologists, 
medical professionals, and environmental scientists will want a single tree on which to conduct analyses. 
The Big Bang Tree will be the tree that represents the most accepted and frequently recovered 
relationships. 
 
To provide the necessary infrastructure for phylogenetic synthesis and for hosting the Big Bang tree, we 
will build an open-source database-driven web application, named PhyloShare. This software will serve 
as a ‘synthesis engine’ capable of storing, displaying and analyzing trees with millions of leaves while 
retaining provenance of the underlying data sets. The software will be implemented using Web2py [20], a 
framework for rapid development of database-driven web applications. A prototype Web2py application 
implementing some of the desired features (e.g., tree and data storage, large tree navigation, clade 
grafting, rudimentary interaction with TreeBASE and taxonomic reconciliation services through web 
APIs) is Phylografter, currently in development by Ree [21]. PhyloShare will use this codebase as a 
launching point for developing the following interoperable components:   
 
1) Graphical User Interface for Navigation and Curation: The graphical user interface (GUI) will 
allow users to store, query, and display phylogenetic trees, data, and metadata such as analysis methods, 
GenBank accession numbers, and taxonomic names. It will provide features for creating synthetic trees by 
simple grafting (i.e., replacing a representative OTU in a backbone tree with a more comprehensively 
sampled tree from a more focused study), as well as assembling merged data sets for new supermatrix or 
supertree analyses.    
 
The GUI will also support visualizing the tree of life. For interactive, visual navigation of large trees, we 
will further develop the iPlant Collaborative tree visualization software [22]. Similar to Google Maps, this 
software uses level-of-detail rendering, limiting data requests to the information required for the current 
view. This alleviates the computational burdens and memory requirements of displaying millions of 
nodes on screen at once. In addition to viewing the Big Bang Tree (our “best estimate”) we will highlight 
areas of phylogenetic conflict or reticulate evolution and provide ways for users to discover other 
phylogenetic hypotheses.   
 
Users will be able to annotate the tree with relevant data. These may include synapomorphies, 
divergence times, genome evolution events, character state transitions or citations to the primary 
literature. Using the Google Maps analogy again, any user – researchers, students or the general public – 
but we will allow fine-grained control over the display of layers. For common data types, we will capture 
semantics to allow for query and re-use. These annotation layers can provide links to other online 
resources, such as Encyclopedia of Life (EOL), Global Biodiversity Information Facility (GBIF) or Tree 
of Life Web Project (ToLWeb). 
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2) Phylogenetic databases: Due to the 
scale of the complete tree, we will use a 
NoSQL database engine optimized for 
large graphs, such as OrientDB or 
Neo4j, and build associated database 
abstraction layers for Web2py. These 
support graphs as a native datatype and 
are optimized for rapid traversal of 
linked nodes, overcoming the 
performance problems associated with 
recursive queries and table indexing 
that are required with relational 
databases. Graph databases are thus 
better suited for phylogenetic queries of 
very large trees, as confirmed by 
preliminary benchmarks by PI Smith.  
 
3) Annotations database: To stably 
store annotations while allowing the 
underlying topology to be dynamic, we 
will develop a database schema of 
branch and clade specific identifiers 
based on phyloreferences [23, 24]. The 
database will store annotations by node 
definition (i.e., ‘most recent common 
ancestor of A and B’) rather than solely 
by attachment to a particular 
taxonomic name or internal node 

identifier. These phyloreferences will enable a system of specific keys for annotations of the tree, allow 
biologists to subscribe to RSS feeds for particular parts of the tree, and allow for a variety of topological 
queries. 
 
4) Taxonomic reconciliation library: We will use existing web services provided by NameBank [25] 
and iPlant [26] to align and reconcile taxonomic names of OTUs and clades across data sets, cross-
referenced to universal identifiers (NameBank LSIDs, NCBI ids). We will collaborate with the Global 
Names Initiative {http://gnaclr.globalnames.org}. GNI has already developed algorithms to find lexical 
variants of names and to discover homotypic synonyms, and is now working to draw in heterotypic 
synonyms from classifications (see letter from Patterson).   
 
5) Application programming interfaces (APIs): We will provide a RESTful interface based on the 
PhyloWS standard [27] for programmatic access to the Big Bang Tree and other data. For initial release, 
we will support a limited set of topology-based queries, for example, searching based on a list of input 
taxa or a clade defined as the most recent common ancestor of two other taxa. We will expand these 
queries in years 2 and 3 based on both our requirements for access to data, requirements of other 
AVAToL proposals (see letter from Harmon) and community input.  

Figure 1: Architecture of OpenPhylo and software components 
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B. Engaging the community to refine and annotate the tree 
Engagement of the broader community is critical for construction of the initial Big Bang Tree, for 
continued refinement and annotation, and for adoption of these resources and tools. It will take the entire 
systematics community to create a trusted phylogenetic resource, and participation by a much larger 
group of scientists, developers, teachers and students to ensure that the platform meets the needs of the 
broad community of tree-users.    

Reward-based curation 
The dynamic nature of the tree hosted on OpenPhylo will directly encourage participation. The site will 
let visitors add annotations, incorporate new studies, and directly curate versions of the topology. It will 
allow users to discover and view such activity: subscribe to clade notifications, view changes over time, 
and see the activity of other curators. To incentivize the contributions of researchers, we will provide 
curation metrics, for example the number of annotations, number of published phylogenies incorporated 
into the tree, number of downloads for curated clades, number of students that contributed. When users 
download trees, we will provide citations for the data or publications that contributed to the downloaded 
data to encourage users to cite authors of source data. By tying OpenPhylo data to contributors, the 
system will be able to provide quantitative metrics for the purpose of career advancement for the 
scientific community [28]. Finally, OpenPhylo and the proposed links to data repositories such as 
TreeBASE and Dryad (see below) will provide a user-friendly mechanism for researchers to comply with 
the data archiving requirements of journals and funding agencies.  

Workshops and conferences 
We will directly engage both the systematics (tree-builders) and tree-user communities through 
workshops and via our presence at major conferences. We have contacted the SSE/SSB officers, who are 
interested in exploring the possibility of an add-on symposium/workshop at the 2012 meeting. Such an 
event would include speakers who would provide a status report for the tree of life, and then run 
workshops to get early input from potential users on creating a community-driven, updatable tree of life. 
In years 2 and 3 we have planned community workshops to obtain feedback on the current state of the 
synthesized tree, identify data that needs to be incorporated and perform usability testing on software 
products. We have already contacted the PIs of recent AToLs (see letters of collaboration), which indicate 
commitment to share data and participate in our workshops. In addition to workshops, we will also use 
symposia or presentations at major meetings (e.g., Society of Systematic Biologists, Botanical Society 
America, Mycologial Society of America, International Crustacean Congress, World Conference on 
Marine Biodiversity) at which we present an outline of the OpenPhylo project, a software demonstration, 
presentation of the Big Bang Tree and the ways to get involved. We have one such symposium budgeted 
in year 2 of the project. In many cases connectivity may be best accomplished by direct invitation and 
active interaction and we have therefore included funding for co-PIs to travel to international meetings 
and engage the world-wide systematics community (e.g., Soltis has connected with ongoing green plant 
efforts in Europe and China).  
 
We also recognize the special need to engage researchers who focus on bacterial and archaeal 
phylogenetics due to unique features of these clades, including high levels of reticulate evolution and lack 
of Linnaean taxonomic names. Our synthesis and software development efforts are designed to 
incorporate such data. We will invite members of this community to our workshops (e.g., see letters from 
Konstantinidis and Gogarten) and attend relevant meetings to solicit their input.  
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Community-driven software development 
The success of our software infrastructure will depend on building links with other developers of 
phylogenetic inference software, related analytical tools, and online biodiversity resources. Our software 
components will be modular by design, to allow for re-use in other projects (e.g., by developing a custom 
interface to our data using the APIs, or re-using the TreeBASE submission library in another data 
management tool). All software will be open-source and hosted on GitHub [29], a social coding platform 
that allows other developers to follow, comment and contribute. Being open-source allows us to 
participate in community hackathons and conferences such as iEvoBio [30]. The goals of iEvoBio are to 
catalyze the development of new open source tools and to increase awareness of existing technologies. 
We will provide partial sponsorship of the iEvoBio meeting in each year of the grant, supporting either an 
Informatics Challenge or special themed session relevant to phylogenetic synthesis (see letter from H. 
Lapp).  
 
In year 2, we will host a hackathon at NESCent. This hands-on workshop will bring together developers 
from various projects to identify short programming targets and implement solutions. While projects are 
not identified in advance, other hackathons at NESCent have produced extended data import / export 
capabilities, developed programming interfaces that allow for interoperability between resources, or 
created novel visualization tools. We will complement this effort with a contest in year 2 to solicit ideas 
for software extensions from our community of users. In year 3, we will identify the most promising 
hackathon outcomes and contest entries and use our developer resources to bring them to production-
ready components. Components of the OpenPhylo platform would also provide excellent projects for 
NESCent internships through the Google Summer Code program [31], which provides summer funding 
for undergraduate and graduate students to work on open-source software projects.  

Distributed resources for undergraduate education and research experiences 
We will build resources for undergraduate education that will employ the new tools developed in this 
project, and we will couple curriculum development with research experiences for undergraduates. The 
ultimate product is a web-based, distributed course that allows students to identify and explore a clade; 
understand the data used to reconstruct the phylogeny; add new data; perform phylogenetic analyses; 
annotate the tree with images, comments, and references; create publication-quality graphics; and 
generate public web pages about the tree of life. The underlying tools will be the same as those used by 
the research community, but the educational environment will include explanatory material geared to 
undergraduates and a modular course plan that educators can use in diverse classes focused on 
phylogenetics or biodiversity.  

C. Promoting a culture of data sharing 
In addition to the community-editing features of the OpenPhylo site, we will also develop software 
products that target key bottlenecks in phylogenetic workflows. These products include collaborative, 
web-based tools for storing, annotating, and merging trees and data sets, and easy-to-use, incentive-driven 
tools for submitting published material to digital repositories. Our goal is to encourage data sharing 
through incentives (“carrots”) rather than requirements (“sticks”), although our products will make it easy 
for producers of phylogenetic data to comply with data sharing policies of various journals [32, 33] and 
new NSF data management plans. We propose to change behaviors by providing tools and services that 
provide value to individual researchers, and which facilitate data sharing as a side effect. We will design 
and implement the following open-source software products, and promote their use in the community. 
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PhyloShare synthesis engine 
This web application, described in section A (Building a Comprehensive Draft Tree of Life) will be used 
to assemble and host the Big Bang Tree, and will also be available as a downloadable application that 
individual systematists or labs may deploy to host their own versions of particular clades. Our goal is to 
provide easy and intuitive methods for managing, merging and sharing trees and data sets, and linking to 
and from the Big Bang Tree.  Enabling these activities will be a compelling incentive for community 
members to share their knowledge on the web. These community-run instances will be able to “push” 
their trees to the OpenPhylo database for inclusion in the Big Bang Tree, on which conflicts will be 
identified and displayed. The phylogenetic scale of these local installations will generally be considerably 
less than the entire tree of life, and so will not require a NoSQL database back-end; rather, they can use 
ubiquitous and portable relational databases such as SQLite and MySQL, which Web2py supports by 
default. As part of our incentivization strategy, we can provide no-charge hosting for a limited number of 
community-run instances.  

Phylogenetic tree illustrator 
Figures in systematic publications typically include not only tree topologies, but also branch lengths, 
support values, synapomorphies and other annotations. An impediment to synthesis is that these static 
images contain no re-usable record of the phylogenetic knowledge that they depict. To alleviate this 
problem, we will develop a “Tree Illustrator” tool for creating publication-quality figures while capturing 
the phylogeny and metadata in a structured XML file format. The user will have full control over the 
styling (colors, line widths, etc.) as well as the semantic meaning of all phylogenetic content in a figure 
(e.g., for a set of text labels above branches, specifying the font as well as the fact they represent 
bootstrap support values). Styling preferences can be saved and re-applied to different trees or updated 
versions of the same tree, making the time-consuming process of creating figures much more efficient.  
 
The Tree Illustrator represents a novel approach to synthesis that taps directly into the universal incentive 
to publish in peer-reviewed journals. It will simultaneously increase the productivity of individual 
researchers and direct the flow of published phylogenetic knowledge into digital repositories, as the 
semantically enriched phylogenetic tree figures produced will be easily transformed into Dryad or 
TreeBASE submissions (see below) or submitted to OpenPhylo for synthesis. We will implement it as an 
extension to Inkscape [34], a mature open-source, cross-platform vector-graphics editor similar in style to 
Adobe Illustrator.  Inkscape’s native file format is SVG, an open standard based on XML. Inkscape 
extensions currently exist to create diagrams from structured data (e.g., flowcharts from decision trees), 
which we will use as templates for development. 

Version control for phylogenetic data  
Biologists conducting phylogenetic analyses have to manage numerous files, transform their formats, 
share them with collaborators, and conduct a variety of analyses, often repeating these tasks after 
obtaining new data. These workflows could be significantly improved by using the distributed version 
control systems commonly used by software developers (e.g., git and mercurial), but the complexity and 
learning curve associated with the default command-line interfaces of these systems inhibit adoption by 
non-technical users. In the 2nd year we will extend the PhyloShare system to provide a phylogenetically-
aware graphical interface to git-based version control functions. This will allow biologists to archive, 
rewind, merge, and share their analyses while maintaining a complete revision history of each file.  
Editing trees or data in PhyloShare, adding files, or adding the products of a new analysis will trigger 
commits to the version control system, and the user will be prompted for contextual information that will 
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provide provenance for the final results. The graphical interface will wrap file format conversion tools, 
taxonomic name resolution, and other common steps in phylogenetic workflows, so that provenance 
information can be automatically generated for many common operations. The history of an analysis can 
then be summarized, e.g. for inclusion in a published article, and analyses and data can be made publicly 
available through the PhyloShare web-services API. 

Dryad/TreeBASE submission library 
The products described above will provide a means for the community at large to manage and synthesize 
phylogenies and associated semantic data. For long-term archival of published results, we will leverage 
existing repositories: TreeBASE and Dryad. We will develop a software library that enables the smooth 
transfer of data from OpenPhylo, other instances of PhyloShare, and Tree Illustrator to these repositories 
(for example, using OAI-ORE [35], see letters of collaboration from the Phyloinformatics Research 
Foundation and from T. Vision). This type of ‘handshaking’ protocol has already been adopted in Dryad, 
allowing sequence data deposited in Dryad to be passed directly to GenBank. This library will allow users 
to bypass the current TreeBASE interface in favor of one that is simpler and easier to use. Internally, the 
software will use NeXML [36], an XML-based standard for phylogenies. 

D. Novel methods for phylogenetic synthesis 
Despite advances in algorithm development, software engineering, and computational resources, there 
remain at least two orders of magnitude difference between the number of species included in the largest 
phylogenetic analyses completed to date [37-39] and the size of the tree of life.  A diverse methodological 
approach is necessary to synthesize trees at this scale. In addition, we will characterize the performance of 
different methods, assess the quality of tree estimates, and identify the methods that best balance 
computational effort and accuracy.  A unique aspect of this proposal is the availability of our databases of 
trees and matrices, many with overlapping taxon sets, from multiple sources. Rather than relying largely 
on simulated data for methods development, we can validate our methods with vast empirical data sets.  
 
The OpenPhylo platform will be a key component of our own research into new methods for phylogenetic 
synthesis. Auto-updating gene trees, supertrees, and trees from supermatrices will all be published via 
PhyloShare instances; imputed gene duplication, LGT and deep coalescence events will be available as 
annotations to the relevant trees. Postdocs will be involved in developing PhyloShare in order to support 
the Big Bang Tree in the first year of the grant, so they will be very familiar with the software architecture 
when they transition to research on synthesis methods. Using OpenPhylo web-services to enable 
collaboration within our project will make our results are immediately available to the broader 
community. It will also assure that the implementations of our new methodologies are fully interoperable 
and that the API for interacting with OpenPhylo is heavily used and fully supported. Just as the Big Bang 
Tree will serve to kick start the process of community-directed synthesis of the tree of life, our suite of 
synthesis tools centered around OpenPhylo will provide an incentive for the bioinformatics community to 
become involved in our effort to build the whole tree of life. 

Analytical merging vs. grafting approaches  
A pivotal question in building maximally comprehensive and accurate trees from existing trees and data 
sets concerns the decision to either (1) merge those that overlap in some or all taxa, and build larger trees 
by performing new supermatrix or supertree analyses, or (2) exploit the inherent nestedness of 
phylogenetic research that resolves localized regions on the tree of life, and recursively graft the results of 
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more focused studies (e.g., of a single genus) onto backbone trees that contain placeholder OTUs (e.g., of 
the genera within a family) [18].  We will explore analysis parameters and properties of merged data sets 
that influence phylogenetic accuracy [40, 41] using simulations and empirical data in OpenPhylo. For 
example, most research on this topic to date has assumed random patterns of missing data in merged 
matrices; however, in reality such patterns are often phylogenetically structured, and it remains unclear 
how this affects the accuracy of the inferred tree. The goal of this research topic is to gain a richer 
theoretical understanding of the conditions that favor analytical merging or grafting, and to develop 
guidelines for diagnosing those conditions in practice. 

Tree Comparisons 
Assembling and hosting the Big Bang Tree will require methods for comparing input trees, to identify 
areas of phylogenetic conflict and to assess if new data are congruent with existing hypotheses. These 
methods must be able to operate quickly over large, heterogeneous sets of trees (e.g., rooted and unrooted 
trees, and trees with partially overlapping leaf sets and varying levels of resolution). 
 
We will initially use high-performance algorithms such as HashRF [42, 43] and MrsRF [44] for 
computing the Robinson-Foulds (RF) distance [45]. However, the scope of the Big Bang Tree represents 
a unique opportunity to explore new algorithms for comparing trees across diverse leaf sets. We will also 
explore quartet distances [46] [47, 48] for trees with only partially overlapping leaf sets. This approach 
may provide a different and more detailed view of tree distance than the RF. We will also develop a new 
weighted quartet-based distance metric.  In addition to quartets, we will explore triplets and agreement 
subtrees to diagnose reticulate events such as lateral gene transfer (LGT). Some instances of LGT can be 
detected using different tree distance statistics to compare the best estimates of the gene trees and species 
tree. For example, an LGT event across distantly related taxa may drastically increase the RF distance 
among trees, but it may have little effect on the maximum agreement subtree [9].    
 
Once we can efficiently compare input trees with non-identical taxon sets, we can then use that 
mechanism to change the question from "What is the distance from tree X from tree Y?" to "What are the 
most similar trees to tree X?"  We will work to implement such queries through OpenPhylo, leading to 
novel and interesting studies of the Big Bang Tree. 

Auto-updating Gene Trees 
Given an existing data matrix and tree estimate, we will explore efficient methods to update a tree with 
new sequences. Recasting tree inference as a problem of updating previous estimates can radically alter 
feasibility of large maximum likelihood (ML) tree estimation [49]. We will extend methods that place a 
new sequence on existing trees [50, 51] by implementing algorithms for evolutionary placement (based 
on [52]) followed localized searching to escape local optima. Initial explorations with these methods have 
been explored by PI Smith in collaboration with iPlant. These initial experiments serve as a necessary 
proof of concept that will be integrated and extended. We will also adapt other recently developed 
memory and time saving techniques: for example localizing branch swaps [53, 54] [55]) and allowing for 
alignment uncertainty [56]. We will provide branch support for the updated trees by modifying rapid 
bootstrapping and ratcheting techniques [57, 58]. Because heterogeneity in the substitution process can 
mislead tree inference (see [59]), we will develop and fit rich, locus-specific models (e.g., [60, 61]) for 
large and densely-sampled trees. 
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We will provide automatically updated tree estimates for several genes that are of crucial importance for 
synthetic efforts, such as ribosomal RNA gene [62, 63], the mitochondrial genome [64] (including loci of 
particular interest to barcode of life initiatives [65]), and the chloroplast genome (including proposed 
barcoding genes such as rbcL). During the 2nd and 3rd year of the grant, we will detect new sequences in 
GenBank for these loci, filter chimeric sequences, and update the gene trees. We will conduct intensive 
searching on densely sampled subsets of the data to verify our updating approaches. As a test case, we 
will work with the Chondrichthyan AToL group (see letter from Naylor) to compare automatically 
updated estimates to other search strategies for single-copy loci used in Gnathostome phylogenetics. In 
year 3, we will provide auto-updating gene tree estimates for additional loci; the selection of additional 
genes will be based on community feedback in year 2. Automatically-updated trees will feed directly into 
other approaches for phylogenetic synthesis (see below), and will provide a powerful platform for 
discovering new species from sequence data. 

Phylogenetic Estimation via Supermatrices 
Mega-phylogenetic approaches [17, 39, 66] integrate public sequence databases with phylogenetic 
searches on very large supermatrices. Supermatrices can overcome the sampling error associated with 
single-locus analyses. The gene tree updating effort described above will make it feasible to reanalyze 
specific aspects of the supermatrices that contribute to the backbone of the Big Bang tree. The alignments 
used in the gene tree updating effort can be used to update the supermatrix.  
 
The integration of supermatrix construction into OpenPhylo will provide feedback for such algorithms, 
and permit us to test the effect of persistent problems like matrix completeness, effects of missing data, 
and orthology and paralogy estimates. Unlike gene tree estimation, supermatrix analyses require filtering 
loci for orthologous sequences [67, 68]. The availability of continually-updated gene trees in OpenPhylo 
will allow us to revisit supermatrix paralogy and orthology estimates based on new analyses. Newly-
detected paralogs can then be recoded in the supermatrix, triggering reanalysis of the appropriate parts of 
the tree.  Hypothesized gene duplication events will be stored for each gene tree to make those inferences 
reusable by others. As demonstrated by PI Smith [68], supermatrix construction methods now have the 
ability to utilize next generation data. With the integration of these methods into OpenPhylo, we will be 
able to incorporate next generation data into the Big Bang Tree. As is true for the rest of this project, 
objects created at each step (such as supermatrices) will be available to the rest of the community to 
download to analyze in their own ways.  

Phylogenetic Estimation via Supertrees 
Supertree methods take collections of input trees with partially overlapping species and construct a 
comprehensive tree, or supertree, that contains all the species from the input trees [69-71]. Supertree 
methods can combine trees built from any data sets, and thus can potentially incorporate all the disparate 
phylogenetic data collected across the tree of life. We will refine existing supertree methods to assemble 
the Big Bang Tree and later expand to address specific supertree problems that have impeded broad scale 
reconstructions.   
 
First, we will implement algorithms for combining compatible trees [72-74] that provide polynomial-time 
solutions to construct supertrees. We also will develop further approaches for combining trees with nested 
leaf sets. Most supertree algorithms assume that the leaves of the input trees represent a single taxon; 
however, leaves of many published trees represent entire clades of taxa. The AncestralBuild algorithm 
[75] is a polynomial time algorithm for combining trees with nested leaves, but it only handles compatible 
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input trees. We will work to adapt algorithms for MRP and Robinson-Foulds (RF) supertree problems to 
handle trees with nested leaf sets. Finally, we will integrate numerous recent heuristic advances [76, 77] 
for supertree analyses into OpenPhylo. Additionally, we will focus on new approaches, like Superfine 
[16], that construct an unresolved, backbone tree representing nodes without conflict and then resolve the 
remaining portions of the tree with independent local searches. These heuristic approaches may be 
applied to any supertree problem, and they are extremely amenable to parallel computing solutions. 

Reconciling conflicting gene trees 
Evolutionary processes such as incomplete lineage sorting, gene duplication and loss, recombination, 
hybridization, and lateral gene transfer can cause gene trees to differ from the species phylogeny [78]. We 
will implement a series of gene-tree reconciliation heuristics to allow gene trees, and ultimately large-
scale genomic data, to be incorporated into estimates of the tree of life. Gene tree parsimony (GTP; [79-
83] represents a computationally tractable approach for reconciling large sets of gene trees. It infers the 
species tree that implies the minimum number of conflict-causing events implied by a collection of gene 
trees. There now exist effective and efficient heuristics to infer the species tree when the reconciliation 
cost is defined in terms of gene duplications [84], duplications and losses [85], or deep coalescence events 
[85]. These enable reliable GTP analyses with thousands of taxa and genes [86, 87]. We will expand upon 
existing heuristics in much the same way as we propose for standard supertree methods. Numerous 
probabilistic approaches also exist for estimating species trees from gene trees based on coalescence 
processes (e.g. [88-90]). While many of these are not feasible for the analysis of thousands of taxa, some 
(e.g. STAR and STEAC [91]) will be practical for species that have potentially thousands of loci sampled. 
OpenPhylo annotations will allow labeling of gene trees nodes thought to be affected by duplications or 
deep coalescence.  

Assessing Lateral Gene Transfer (LGT) 
Synthesizing the tree of all life requires that we grapple with lateral gene transfer (LGT), as substantial 
movement of genes and sometimes whole genomes (e.g., acquisition of mitochondria and chloroplasts) is 
now well documented [92-99]. The prevalence of LGT led Doolittle [100] to propose the ‘web of life’ to 
capture the combination of vertical and lateral events among lineages.   
 
To explore the impact of LGT on reconstructions of the tree of life, we will collect data by modifying a 
pipeline built for eukaryotes in the Katz lab to include bacteria and archaea. The pipeline: 1) starts with 
homologs compiled in OrthoMCL [101]; 2) creates alignments and gene trees through an iterative process 
that allows removal of alleles/recent duplicates; 3) improves alignments using Guidance [102], which 
automates assessment of both robust taxa and sites; and 4) constructs gene trees using RAxML ([103], 
[104]). We will use new approaches available for estimating LGT events in larger trees (e.g. [105-108]). 
We will also explore several approaches to calculate the minimum number of LGT events from a given 
gene and species tree (e.g. [109-112]). Finally, we will employ available simulation tools, including 
HGT_simul [113], and EvolSimulator [114, 115], to assess our approach. We will exploit the 
semantically-rich annotation scheme of OpenPhylo to publish any detected LGT events as annotations of 
the gene trees.   

Estimating Branch Lengths  
Branch lengths are necessary for many uses of phylogenetic trees, but the Big Bang Tree will lack 
estimates for many of its branches. Molecular data exist for only a small fraction of the tree of life, and 
some methods for synthesis that we will employ do not directly estimate branch lengths (e.g., supertrees; 
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and grafting approaches). Where possible, we will provide branch lengths that come directly from input 
trees. While a database for divergence times exists, (TimeTree [116]), it does not provide large-scale or 
programmatic access to such data. We therefore expect divergence times to be common community-
provided annotations on the Big Bang Tree. When dates and/or branch lengths are only available for a 
subset of nodes, we can extrapolate estimates across the rest of the topology, using the simple algorithm 
in Phylocom [19] or the methods planned for implementation in PhyloFlow (concurrent AVAToL 
proposal, see letter from L. Harmon). Fossil taxa in the Big Bang Tree are another source of minimum 
age constraints that we can use in this context. Finally, we can identify cases where sufficient sequence 
data exist in GenBank, or aligned sequences exist in the PhyLoTA database [86], that would allow for 
independent assessment of branch lengths by users. 

Transformative potential 
With the four primary efforts described above, we hope to initiate a fundamental shift in how systematics 
is practiced and perceived. Our overarching goal is to begin a transformation of the field that will 
cultivate sustained, active, integrated assembly of the tree of life as its branches continue to be discovered 
and resolved. This will enable systematics to fulfill its most basic purpose in the life sciences: to provide a 
comprehensive account of the evolutionary placement and origins of all species. The impact will extend 
well beyond systematics. It will allow non-phylogeneticists, such as ecologists, to focus on their specific 
hypotheses (e.g., is there phylogenetic signal in species interactions?) rather than building trees. Our 
OpenPhylo project has the potential to significantly accelerate the identification and evolutionary 
placement of newly discovered biodiversity, facilitate the organization of data in biodiversity informatics 
resources, provide benchmark data for development of new methods, and foster better understanding of 
evolution by the public. 
 
In many ways, our effort represents the first attempt to construct a unified, all-encompassing view of life 
on Earth since Linnaeus’ (1735) Systema Naturae. Creating a community-driven resource for large-scale 
phylogenetic synthesis represents a transformative contribution on the scale of GenBank. However, while 
GenBank merely archives data, the goals of OpenPhylo are much more challenging, in that we need to 
accommodate and convey conflict and uncertainty in phylogenetic hypotheses. The enormity of the task 
requires correspondingly large-scale community participation, so we have set our goals on providing 
compelling tools and stimulating incentives. This undertaking will break new ground in building a social 
platform for science - a platform not merely for summarizing current knowledge, but for stimulating and 
enabling new discovery.  

Broader impacts 
The tree of life is a highly compelling metaphor for non-scientists and scientists alike. Research and 
education across all fields of biology will benefit in fundamental ways from a tree that is easily explored, 
queried, and downloaded for study. Such a resource will provide a new lens through which to identify and 
assess global biodiversity and interpret broad-scale patterns and processes of evolution. In fields such as 
ecology, where phylogeny is being increasingly integrated into community studies, this comprehensive 
tree will be a central resource for determining evolutionary relationships and interpreting impacts of 
changing climate on Earth’s biodiversity. Further, by highlighting ‘dark’ areas of the tree – those with 
only limited morphological and molecular data – a synthetic tree of life may profoundly accelerate the 
pace of species discovery by providing a common framework in which to place new taxa.  
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Integral to this proposal is a series of workshops and outreach at meetings that will ensure engagement of 
both systematists and the wider scientific community. The three graduate students, ten postdocs, and 
numerous undergraduates involved in the project will receive diverse research experiences across 
systematics, bioinformatics, software development, and phylogenetic analysis. Our undergraduate course 
development will engage an even larger number of students in critical thinking about evolution, 
biodiversity, and the tree of life. Through programs at our various institutions, we will recruit students 
from under-served communities. Our public website and social media outreach will engage the general 
public and K-12 educators. Finally, our software tools and community engagement activities will initiate 
a transformation of the culture in systematics to one in which data sharing practices are ingrained and 
broad-scale synthesis is actively pursued.  
 
Our group is committed to providing opportunities for individuals from groups that are traditionally 
underrepresented in biology, particularly in bioinformatics and phylogenetics. For example, we will 
advertise postdocs and graduate positions in venues targeted to underrepresented groups (e.g. SACNAS: 
http://sacnas.org/), work with the multicultural offices (or equivalents) when recruiting undergraduates for 
participation in both the educational and research component, and pay close attention to gender balance in 
informatics opportunities. Our team has proven track record for involvement of underrepresented groups 
(see results from prior support).  
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